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Persistent archives are feasible when examined from the perspective of data collections.  Issues of ingestion, identification, and certification can then be cast in terms of the information models and technologies needed to manage and federate collections. It is interesting to note that the data and information models needed to federate multiple collections in space are the same models needed to ensure the ability to migrate collections forward in time. Thus we propose building persistent archives upon architectures that are compatible with the digital library and data grid communities.  In this paper we look at the implications of archiving collections, as opposed to archiving digital objects alone.

1. Managing Data Collections in Persistent Archives

A common strategy is emerging for the management of multiple data collections.  It is based upon three capabilities: 

· Development of an appropriate information model for describing data.  The eXtensible Markup Language (XML) provides a common information model for describing data structure and data set context. XML provides a representation for semi-structured information, and is thus highly appropriate for supporting scientific data.  XML provides a way to define infrastructure independent representations for information.

· Differentiation between the information context to associate with individual data sets, the collection, and the user interface to the collection. XML Document Type Definitions (DTDs) define the tags that can be used to represent structure and semantic context.  It is possible to use a DTD to define the structure of an individual data set, or of a collection.  Note that multiple DTDs can be applied to a given data set, making it possible to map a data set into multiple collections.  The differentiation between the properties of a collection and the properties of a data set makes it possible to dynamically organize collections.  Use of XSL style sheets makes it possible to create interfaces to collections that can be tuned to the requirements of separate user communities.

· Development of interoperability systems that support the federation of data collections across heterogeneous software and hardware systems.  Interoperability systems decouple the implementation of the data collection from the data access mechanisms.  It then becomes possible to store data sets in storage resources as digital objects with an associated DTD, while the information catalog used to identify the data sets resides on an independent platform.  Collections can then be organized as logical groupings of data sets that are distributed across arbitrary physical storage resources.  The advances in information description models make it possible to separate the storage of data from the software systems used both to organize collections and to support information discovery.  

Ingestion methodology and standardization can then be based on the emerging digital library standards for digital objects.  These include the Making of America II DTDs for textual data and discipline specific markup languages for scientific data sets.  Persistent archives will need to augment these standards with infrastructure independent representations for the digital objects.  This basically is a requirement that proprietary data structures and formatting specifications must be transformed to a migrateable standard during ingestion.

Identification of data sets across multiple data collections (or within a persistent archive) requires the ability to discover the unique tag that is associated with the desired digital object.  Given that data sets are organized within data collections, Finding Aids are required to point the user to the correct data collection.  The issue for persistent archives is therefore the preservation of information content contained within Finding Aids, and the ability to access the corresponding collection for retrieval of data.  Collection based persistent archives require the use of a hierarchical information model.  The data handling infrastructure needed to link data collections is being developed within the Data Grid community.  Finding Aids are being standardized within the digital library community.

Certification of archives then encompasses the ability to validate the information context that is provided with the digital objects, the data collection, and the presentation interface.  Each context represents a different perspective of the original data.  This hierarchical representation of information is driven by the fact that data is semi-structured.  Not all digital objects within a collection will have the same attributes or unique features. Digital objects will have annotations that are unique to that digital object.  The collection will usually support queries against the common attributes, and the presentation interface will be tuned to support the queries of a particular community.  A persistent archive requires the ability to instantiate each of these information levels using current technology.  This implies that infrastructure independent tagged representations of the digital objects are stored, along with the DTD that specifies the collection organization, and the XSL style sheets that specify the presentation of the collection.  Thus a collection based persistent archive does not need to store an implementation of a database.  Instead a representation of the information organization implied by the collection is stored.  Confidence in the authenticity, quality, and usefulness of digitally archived materials can then be based upon the ability to recreate the data collection using currently available infrastructure.

2. Data Grids

The National Partnership for Advanced Computational Infrastructure (NPACI) is building a national data grid through the integration of local data caches, distributed data collections, and distributed archives.  The technology has been used to prototype a persistent digital archive for the National Archives and Records Administration.  The persistent archive is based upon a distributed architecture, with separate systems used to accession the digital objects, archive the data through use of containers, and support access to the collections through dynamically constructed interfaces.  Commercial systems are being integrated with technology under development within NPACI to build the persistent archive.  We expect commercial systems to support the entire infrastructure within the next five years.  The current NPACI software infrastructure that is used includes a data handling system (the SDSC Storage Resource Broker), an information discovery system (the SDSC MCAT meta-data catalog), a distributed security system (the Grid Security Infrastructure based upon the Generic Security Service API), and archival storage systems (IBM High Performance Storage System).

The NPACI data grid is a prototype of the data grids that are being proposed by the Grid Forum community.  Data grids are implemented through the integration of data resources (archives, databases, file systems) by data handling systems.  A data access architecture is shown in Figure 1.  The major components are the data model management software for supporting access to a data set that is retrieved via a data handling system from a remote storage system after application of remote filtering procedures.  The identification of the data set is done through an information discovery system, and the data set is processed before transmission to the application through execution of remote procedures.  Similar technology is needed for a persistent archive.  A crucial component is the decoupling of the collection management system from the storage system.  The distributed data grid architecture makes it feasible to update a single component of the system.  The data handling system provides the interoperability needed to link the components.   


Figure 1.  Data Access Architecture for Open Grid Architecture

The implementation of persistent archives needs to build upon the information models and manipulation abilities that are coming from the Digital Library community, and the remote data access and procedure execution support that are coming from the distributed computing community.  The Data Access Working Group of the Grid Forum is promoting the development of standard implementation practices for the construction of data grids.  Data grids are inherently distributed systems that tie together data, compute, and visualization resources.  Researchers rely on the data grid to support all aspects of information management and data manipulation.  An end-to-end system provides support for:

· Information discovery – ability to query across multiple information repositories to identify data sets of interest

· Data handling – ability to read data from a remote site for use within an application

· Remote processing – ability to filter or subset a data set before transmission over the network

· Publication – ability to add data sets to collections for use by other researchers

· Analysis – ability to use data in scientific simulations, or for data mining, or for creation of new data collections

A persistent archive can be thought of as a data grid that supports access to legacy data collections.  The issue is then how to ensure that the legacy data collections can be migrated forward over time.

Data grid services are developing middleware that hide the complexity of the diverse distributed heterogeneous resources and enable migration in time.  The services provide three key functionalities or transparencies that simplify the complexity of accessing distributed heterogeneous systems.

· Name transparency – Unique names for data sets are needed to guarantee a specific data set can be found and retrieved.  However, it is not possible to know the unique name of every data set that can be accessed within a data grid (possibly billions of objects). Attribute based access is used so that any data set can be identified either by Unix system compatible attributes, or Dublin core provenance attributes, or discipline specific attributes.  Information discovery systems support queries against attributes maintained in information discovery catalogs. 

· Location transparency – Given the identification of a desired data set, a data handling system manages interactions with the possibly remote data set.  The actual location of the data set can be maintained as part of the UNIX system level attributes stored in the information discovery catalog.  This makes it possible to decouple data set storage from information discovery.  Users of the system find the data set by the attributes used to organize the collection, which are resolved into a unique data set name by the information discovery system.

· Protocol transparency – Data grids provide access to heterogeneous data resources, including file systems, databases, and archives.  The user of the data grid is provided a common interface through the Data Model management system.  The data handling system can use attributes stored in the information discovery catalog to determine the particular access protocol required to retrieve the desired data set.  For heterogeneous systems, servers can be installed on each storage resource to automate the protocol conversion.  The persistent archive can then access objects stored in a database or in an archive through the same user interface.  This decouples the storage system from the ingestion and presentation platforms, making it possible to update components of the persistent archive.

An extension to the above “transparency” components is the addition of uniform interfaces for accessing the data handling system and the storage resources.  By providing an API “glue” to the underlying data handling systems (authentication of users, authorization for access, I/O and cache scheduling, quality of service guarantees, data format conversion, location control, and information discovery), it is possible to concatenate data handling systems.  Through the common API, any of the data handling systems will be able to access data stored within another data grid.  Similarly, by providing a common API “glue” for accessing storage resources, any data handling system will be able to use any of the multiple storage resources that are now available.  APIs are also needed for a standard interface to the information discovery environment, and to the remote procedure execution environment.  The specification and adherence to these uniform access mechanisms should be a key component of a persistent archive certification process.  This will require storing information about the implementation of the persistent archive, as well as information about the data sets within the archive.

3. Federation of Data Collections into Digital Libraries

Within a persistent archive, multiple data collections can be federated into a data grid, promoting the interchange of archived information between researchers with common interests.  Data grids are inherently hierarchical.  As shown in Figure 2., individual data collections can be federated to form an overarching digital library.  Multiple digital libraries in turn can be federated through finding aids for use by the persistent archive.


Figure 2.  Hierarchical Data Grids

In this example from the National Partnership for Advanced Computational Infrastructure, four separate data collections are federated to form a Neuroscience Digital Library.  Each of the collections is supported by a separate site, where the expertise resides for the formation of the particular collection.  The sites are linked by wide-area networks.  The Neuroscience (NS), Earth Systems Science (ESS), and Molecular Structures (MS) digital libraries are in turn federated for access from the California Digital Library.  Each of the discipline specific digital libraries can be thought of as a data grid, with services designed to support the analysis requirements of the corresponding community.  The data grids are in turn federated through the use of finding aids, that provide an information discovery system that is able to search across all collections simultaneously.  A similar hierarchical organization of information will be needed by persistent archives.

A rapid convergence of information management technology is occurring for the support of data collections.  Information management technology is being assembled across multiple communities that are developing archival storage systems, digital library services, parallel compute platforms, distributed computing environments, and persistent archives.  The combination of these systems is resulting in the ability to describe, manage, access, and build very large persistent data collections.

The ability to manipulate information has multiple consequences:

· Federation of data collections.  It is possible to publish the schema used to organize a collection as an XML DTD.  Information discovery can then be done through queries based upon the semi-structured representation of the collection attributes provided by the DTD.  Distributed queries across multiple collections can be accomplished by mapping between the multiple DTDs through XML mediation technology.  

· Persistent archives.  The context to associate with a data set can be specified by defining a collection that includes the attributes needed to understand the data set structure, physical interpretation, and associated origination information.  Since the organization of the attributes can be defined through an XML DTD, it is possible to archive the information needed to assemble a collection independently of the data sets that comprise the collection.  This makes it possible to migrate a collection forward in time onto new technology.   The collection description is instantiated on the new technology, while the data sets remain on the physical storage resource.  Or conversely, the data sets are moved to a new physical storage system, while the collection description remains on the original system.

The access and management of scientific data collections can then be reduced to the ability to manipulate the associated information model.  This is an active area of research. Examples of systems that support manipulation of XML DTDs include:

· XML Matching And Structuring language.  The XMAS system under development at UCSD provides the ability to issue queries by specification of attributes relative to the XML DTD associated with the collection.  Similar technology is now being developed as commercial XML databases.

· Mediation of Information using XML.  The MIX system, also under development at UCSD, provides mediators or wrappers that transform the information that can be returned from an information resource into an XML DTD.  Wrappers are an excellent mechanism for migrating collections forward in time.  The collection can remain invariant, while the wrapper is updated to support access by the new version of the persistent archive.

4. Persistent Archive Prototype

To demonstrate the feasibility of constructing a collection based persistent archive, SDSC has developed an E-mail archive.  One million E-mail Usenet messages were assembled.  A DTD was defined that included the six required Usenet message attributes, the 13 conditional message attributes, and the 1,347 user-specified attributes that occurred within the collection.  The E-mail messages were parsed into the DTD format, aggregated in containers, and stored in an archive.  The information needed to assemble the messages into a collection was also archived.  The process was then inverted, with the messages retrieved from the archive, a database created that conformed to the DTD, and the messages loaded into the database.  All of these steps were automated, including the dynamic creation of a user interface for the collection.  The entire process took 27 hours, using workstation technology for the ingestion and database creation.  The HPSS archive was used to store the data.

The process used to ingest the collection, transform it into an infrastructure independent form, and recreate the collection on new technology is shown schematically in Figure 3. Two phases are emphasized, the archiving of the collection, and the retrieval or instantiation of the collection onto new technology.  The diagram shows the multiple steps that are necessary to preserve digital objects through time. The steps form a cycle that can be used for migrating data collections onto new infrastructure as technology evolves. The technology changes can occur at the system-level where archive, file, compute and database software evolves, or at the information model level where formats, programming languages and practices change.
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Figure 3.  Persistent Collection Process

The initial data set ingestion and collection creation can be seen as a process in which 

· objects are captured, categorized through the creation of a DTD, and wrapped as XML digital objects, 

· the collection is ingested into an archival-storage system using containers to hold the digital objects along with all pertinent meta-data and software modules.

The migration cycle can be seen as the reverse of the ingestion process in which

· containers are brought out of deep-store, a database is created to hold the collection, and the digital objects are loaded into the database 

· the database is queried to form (possibly NEW) containers that are placed back into a (possibly NEW) archival storage system.

To facilitate migration one needs to make certain that the data formats and programs are also migrated forward.  The key issue in the preservation process is that one needs to preserve the data collection in a manner that it can be recreated in a new form as and when required. Storage of objects in proprietary formats and/or machine/software-dependent formats will create problems in the future when the system and/or programs used to materialize these formats become obsolete. 

5. Conclusion

A hierarchical information structure is needed to archive attributes associated with digital objects, the collection in which the objects are organized, and the collection access interface.  It will be important to differentiate between attributes that can be stored with the digital object which remain invariant over time, and attributes that are stored with the collection which may change in time.  Examples of the latter are the storage resource on which the digital objects are archived, DTDs that define new organizations of the collection, and specification of interfaces to new presentation devices.

Ingestion of data sets needs to include representation of the data in an infrastructure independent format.  By embedding XML attributes within the digital object, it is possible to represent the structure and context to associate with the object.  For the process to be viable, the markup language must be defined and archived along with the digital objects.

Certification of persistent archives needs to include validation of the ability to recreate the data collections on new technology.  This implies the storage of all attributes needed to organize the data sets into a collection, again using an infrastructure independent representation.
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